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Figure 1: In Cellery, spreadsheets can be structured by combining four structure types: Atoms, Lists, Tables, and Blocks.

Abstract
Structure in spreadsheets is typically restricted to ranges of cells
and flat tables. However, replacing the open-ended two-dimensional
grid with a more structured alternative risks limiting users’ freedom
and impeding exploratory workflows. How can we enable expres-
sive structure in spreadsheets while preserving their flexibility? We
propose a model that allows users to gradually add structure on top
of the traditional grid. To identify common structural patterns, we
conducted a content analysis of 30 real-world spreadsheets. Based
on our findings, we developed Cellery, a novel spreadsheet system
that makes these structures explicit. In Cellery, users gradually
define the structure of their spreadsheets using named groupings of
cells, composing together four structural primitives: Atoms, Lists,
Tables, and Blocks. Once defined, users can directly manipulate
structures, dynamically reference them in formulas, and incorpo-
rate them in reusable abstractions. We evaluate Cellery with an
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expressiveness study reproducing spreadsheets from our sample,
demonstrating that it is capable of representing types of structure
that traditional spreadsheets cannot. In a preliminary user study of
five participants, we find that they successfully use Cellery to design
spreadsheets with explicit structure, and we uncover opportunities
for further work on the formula language.

CCS Concepts
• Human-centered computing → Graphical user interfaces; •
Applied computing→ Spreadsheets; • Software and its engi-
neering→ Visual languages.
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1 Introduction
Spreadsheets, used by tens of millions of people [36], are ubiqui-
tous for working with data. The spreadsheet’s open-ended two-
dimensional grid of cells enables users’ exploratory workflows and
preserves their sense of agency [10]. The freeform grid lets users
add data without needing to specify any structure upfront. Through
direct manipulation and instant visual feedback, even inexperienced
users without deep knowledge of spreadsheet features (e.g., the
formula language) can quickly begin working with the system and
gently progress to more advanced skills as needed [30].

Many tasks require working with rich structures like nested
groups, hierarchies, or heterogeneously-sized collections: all types
of data that may be difficult to fit into a flat, two-dimensional
form. Unfortunately, spreadsheet users must choose between two
unsatisfactory ways of representing these structures. They can
impose visual structure with styling, such as bold cell borders;
however, these informal representations of structure are invisible to
the system, and not usable in contexts like formulas. Alternatively,
they can flatten their data, but these transformationsmay be difficult
and complicate analysis because they impact visual layout.

This lack of expressivity has consequences for users. First, since
the data model of a spreadsheet is a flat grid, formulas must be
written in terms of grid coordinates instead of domain structure.
Even with features like named columns in tables, formulas using
other types of structure, like hierarchies and nested groupings, may
be difficult to write without hard-coded references to cell addresses.
Formulas of this kind are fragile: structural change (for example, ad-
dition of new data) may cause cell addresses to shift and formulas to
break. This can lead to errors and increases the cost of spreadsheet
maintenance and reorganization, since formulas must be edited
whenever structure changes. Structural reuse presents another lim-
itation: when a structural pattern needs to be replicated, it must
be copied and edited manually, with the system blind to relation-
ships between instances. Finally, user interactions with structure
are limited to what the system can represent: beyond flat tables and
ranges, users cannot directly select or operate on structure.

As a result, there have been several efforts over the years to in-
troduce more structured approaches to spreadsheets. Prior systems
have committed to constrained structural models, such as hierar-
chies [12, 25], object-oriented classes [16], or relational schemas [5].
While these tools may be especially valuable for users working with
specific types of data, they also replace the general-purpose, flexible
grid that is so vital to the spreadsheet’s success. Spreadsheet work
is frequently exploratory and unplanned [8, 33]: users may begin
a task without knowing what the structure of their data will look
like, developing their understanding through loosely-structured
experimentation. Replacing the open-ended, two-dimensional grid
may be too significant a loss of flexibility for many users [10].

Our research question is: how can spreadsheets support expressive
structure without sacrificing their flexibility? Between the uncon-
strained grid and prescriptive, predefined structure, is there amiddle
ground? One answer may lie in the ways users currently structure
their spreadsheets. We hypothesize that spreadsheets already carry
rich structure, but that it is left implicit and invisible to the system.
We propose a model of gradual structure that builds on top of the

flexible two-dimensional grid instead of replacing it, allowing users
to incrementally add structure on top of existing data.

To understand the types of implicit structure spreadsheet users
currently create, we first conducted a content analysis of 30 real-
world spreadsheets from the EUSES corpus [19]. We identified com-
mon organizational patterns and formulated design opportunities
for improving the expressive power of structure in spreadsheets.

These observations informed our design of Cellery, a novel
spreadsheet system that allows users to gradually define structure
directly on the grid. Rather than a flat grid of values addressed by lo-
cation, Cellery’s data model consists of named structures that reside
on the grid. Users compose together four primitive structure types:
Atoms, Lists, Tables, and Blocks. Atoms hold single values and are
created when users edit a grid location; Lists are one-dimensional,
ordered collections of structures; Tables are two-dimensional grids
of structures; and Blocks are groupings of structures without order-
ing or tabular organization. Once defined, these structures provide
various capabilities: they can be referenced by name in formulas,
directly manipulated to perform operations like expansion, and
incorporated into reusable abstractions over structural patterns.

Figure 1 shows a spreadsheet in Cellery consisting of a collection
of recipes, each with a table of ingredients and list of instructions. A
multiplier on each recipe changes the number of servings produced
and ingredients needed. Cellery supports nested, heterogeneous
structure: this spreadsheet consists of a List of Blocks, each contain-
ing a Table, a List, and several Atoms. Structures can be given names,
which can be placed on the grid as Label Atoms (as shown in Recipe

Name, Steps, etc.). Formulas use these names to reference struc-
tures: a Table column formula, =Original Amount * Multiplier, ref-
erences the Atom labeled Multiplier to compute the count of each
ingredient. A construct called a template defines a reusable struc-
tural pattern: this spreadsheet incorporates a custom Recipe tem-
plate, so pressing a single “+” button automatically expands the List
and creates a new Recipe instance.

Through an expressiveness study using spreadsheets from our
corpus, we demonstrate that Cellery can explicitly represent forms
of structure that remain implicit in traditional spreadsheets. Finally,
with a preliminary user study of five participants, we find that
participants use Cellery to design spreadsheets with rich structure,
but may struggle to leverage that structure using formulas.

We focus this work on the design of Cellery’s structural model
and its interface. Cellery’s formula language demonstrates what
structure could enable; we leavemore focused design and evaluation
of the language to future work (Section 8).

This paper contributes:

(1) A content analysis of 30 real-world spreadsheets, yielding
structural patterns that motivate our design.

(2) A model of composable structure for spreadsheets, featur-
ing four primitives (Atoms, Lists, Tables, and Blocks) that
together form expressive structure on the grid.

(3) A novel spreadsheet system, Cellery, implementing our com-
posable structure model paired with structure-aware formu-
las, interactions, and custom abstractions.

(4) An expressiveness evaluation reproducing spreadsheets from
our content analysis, alongside a preliminary user study of
the system (n=5).
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2 Related Work
We discuss related work in three categories: approaches for support-
ing structure within traditional spreadsheet systems; alternatives
to the two-dimensional grid; and empirical studies of spreadsheets.

Traditional spreadsheets. Popular spreadsheet systems like Excel
and Google Sheets offer several features for adding structure on
top of the two-dimensional grid. Named ranges allow for cell re-
gions to be referenced in formulas by name rather than by address.
Tables associate column names with data: for instance, the formula
=AVERAGE(Table1[Column1]) computes the average of Column1, re-
gardless of the number of rows. Dynamic array formulas return
multiple values that “spill” into adjacent cells. Pivot tables summa-
rize tabular data into aggregate views.

These features provide helpful structure, but they ultimately
still work within the confines of the flat, cell-based model. Most
notably, they do not capture the nested, hierarchical structure that
Cellery’s compositional model provides. Named ranges carry no
structural information about the cells inside beyond their location;
additionally, they do not possess explicit operations for expanding
or adding data. Tables are most similar in approach to Cellery’s
structures; columns can be referenced by name rather than location,
and tables can also be transformed with structure-aware operations
(e.g. add columns, move column, move table). However, they are
still limited to flat layouts, and cannot directly represent nesting
or hierarchy. Dynamic arrays are functionally similar to Cellery
formulas that return Lists, but they are unaware of surrounding
structure: formulas that spill onto existing values cause errors in-
stead of accommodating them. Finally, pivot tables are powerful
for summarization, but they are view-only and require source data
to be flat: they are a means of viewing data, not structuring it.

One structural extension to spreadsheets proposed by prior work
is the Gridlet [21], an Excel function outputting a live copy of a
range of cells with value overrides. Gridlets, similarly to Cellery’s
templates (Section 6.4), serve as reusable abstractions over spread-
sheet regions. The main difference is that Cellery’s templates ab-
stract over composable structures rather than flat ranges of cells,
enabling variable-length substructures in templates. Additionally,
Cellery supports abstract template definitions with configurable
defaults, rather than requiring references to existing instances.

Inferring structure in spreadsheets has been useful for identi-
fying errors in formula logic and references [1–3, 22, 23, 29, 38].
Prior studies show that certain types of structure are common: one
study identified 3,290 tables with headers in 3,110 spreadsheets [38].
These works demonstrate that spreadsheets carry valuable latent
structure; Cellery extends this idea by allowing users to explicitly
define new forms of structure, rather than inferring them.

Alternatives to the two-dimensional grid. Several research sys-
tems have addressed the limitations of the flat grid by introduc-
ing richer structural models [5, 6, 9, 11, 12, 25–28]. Espalier, also
known as Object Spreadsheets [25], replaces the grid with hierar-
chical collections of typed objects, with columns in the spreadsheet
representing attributes and nested groups of columns represent-
ing objects. Related Worksheets and its successors SIEUFERD and
Ultorg [5, 6] use the spreadsheet as an interface for a relational data-
base, representing one-to-many and many-to-many relationships

via cells holding multiple values, alongside a formula language for
constructing SQL-like queries. Gneiss [11, 12] makes externally-
structured hierarchical data (e.g., JSON retrieved from web APIs)
navigable and manipulable within a spreadsheet interface. The
spreadsheet grid itself adopts a hierarchical structure, with cells
nested inside grouped rows. The key difference between Cellery
and these existing systems is that they all commit to a particu-
lar organizational paradigm, whether object-oriented (Espalier),
relational (SIEUFERD), or hierarchical (Gneiss). These tools pro-
vide deep support for specific types of structure; while this may
be useful in specific domains, specialized structure can limit users
who do not yet know the organization of their spreadsheet, exper-
iment with different approaches, or work with different types of
structure simultaneously. In contrast, structure in Cellery is com-
posable, heterogeneous, and optional: our four primitives can be
freely combined to represent diverse organizational patterns, allow-
ing users to define their own structure rather than adopt a paradigm
prescribed by the tool. Additionally, some systems, like Espalier,
Forms/3 [9], Sumwise [26], and the Lish data model [20], fully re-
place the two-dimensional grid with a more structured or restricted
alternative, which may limit user freedom and introduce premature
commitment [7] when structure must be specified up front. Gradual
Structuring [28], which helped inspire Cellery’s gradual approach
(Section 4.1), begins as a flat grid but still introduces alterations
(e.g., hierarchical rows/columns) when structure is added. Cellery,
in contrast to these systems, builds structure directly on top of the
familiar grid rather than replacing it.

Another direction is model-driven spreadsheet development,
which involves generating provably correct spreadsheets from spec-
ifications [4, 13–18, 31]. For instance, ClassSheets [16] generates
spreadsheets from object-oriented, UML-based templates. These
systems all involve a separate model specifying spreadsheet struc-
ture: users must maintain a schema that is divorced from the main
grid, and must express structure using that schema’s specification
language. Cellery’s structures, by contrast, live directly on the grid
alongside data; there is no separate specification artifact.

Empirical studies of spreadsheets. In spite ofmuchwork on spread-
sheet errors [32–35], few prior works have used an open-ended
approach to study types of structure in spreadsheets. A manual
analysis [37] identified tabular patterns in spreadsheets from the
EUSES and Enron corpora, finding various types of tables including
vertical, single-entry, relationship, hierarchical, and replicated ta-
bles. These findings are consistent with ours regarding diversity in
tabular structures and repeated structural patterns. Liang et al. [24]
focused specifically on spreadsheet templates, using an open cod-
ing methodology to find that spreadsheet usability is influenced by
requirements and structure. They identify two levels of spreadsheet
structure, spreadsheet-level and table-level, as well as two types of
tables, data tables and insight tables (summaries of the data). Unlike
these prior studies, our content analysis examines patterns in the
layout of spreadsheets broadly, beyond tabular structures.

3 Content Analysis
To design Cellery’s foundational structures, we conducted a forma-
tive content analysis to discover:What types of implicit organiza-
tional structures appear in real-world spreadsheets?
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Table 1: The codebook of structural patterns identified during our content analysis (n = 30 workbook files), sorted by frequency.
“# Files” refers to the number of files in our sample containing at least one instance of the corresponding structure.

Category # Files (%) Description

Table 29 (97%) A rectangular region organized into rows and columns, with rows representing records.
Column headers 29 (97%) A row of cells labeling columns.
Label cells 22 (73%) A cell whose content names a nearby cell or group (e.g., “Total:”). Does not include table headers.
Row headers 12 (40%) A column of cells labeling rows.
Header hierarchy 12 (40%) Headers organized into multiple levels, with grouped subsets of columns or rows.
Merged 8 (27%) Hierarchy indicated by merging adjacent header cells.
Non-merged 7 (23%) Hierarchy indicated by styling alone (e.g., indentation).

1D collection 11 (37%) An ordered sequence of cells arranged linearly, without tabular organization.
Non-tabular group 11 (37%) A grouping of nearby, semantically related cells whose organization is not tabular.
Nested structure 10 (33%) A containment relationship in which one structure is spatially and semantically inside of another.
Repeated pattern 10 (33%) The same structural arrangement appearing multiple times.

Figure 2: A sampled spreadsheet with labels, 1D collections,
non-tabular groupings, row headers, and nested structure.

Method. First, we collected 30 spreadsheets by randomly sam-
pling files from the EUSES corpus [19], a dataset of 4,498 real Excel
spreadsheets. Because we are interested primarily in understanding
what types of structures are present, rather than the distribution
of counts of structure types, we chose one spreadsheet workbook
(i.e., one .xls file, potentially with multiple sheets) as the unit of
analysis for our study. During the coding process, for each file, we
indicated whether or not each code was present.

The first two authors began by analyzing an initial sample of
10 spreadsheets and discussing to identify a set of preliminary
codes. Using the preliminary codes, the first two authors coded
the 10 spreadsheets independently, then compared and discussed
until a consensus was reached about the definition of each code.
After the pilot sample, the first author annotated the remaining 20
spreadsheets using the agreed-upon codes. We continued to iterate
on the codebook throughout, adding new codes as new patterns
were observed. After finishing all 30 spreadsheets, the first author
then revisited all previously coded spreadsheets to apply changes
made to the codebook. Finally, the second author performed a final
pass over the codes. Since we coded collaboratively rather than
independently, we do not report inter-rater reliability.

Results. Table 1 displays our codebook of structures and the num-
ber of files that leveraged each; Figure 2 displays an example from

our corpus. We identified some codes using visual layout: tables,
headers, and merged header hierarchies were largely visually unam-
biguous. However, other codes required interpreting domain mean-
ing: for instance, distinguishing labels from data, or non-tabular
groupings from incidentally adjacent data. No new codes emerged
starting after coding about 20 spreadsheets, suggesting that our
sample size of 30 spreadsheets reached saturation.

Limitations. We observed a small random sample of 30 spread-
sheets (out of a corpus of 4,498 spreadsheets), and as such our
findings may not generalize to the whole corpus or other unseen
spreadsheets. The EUSES corpus was constructed in 2005 and col-
lected largely via Google search; our analysis may be influenced
by the search terms used during construction of the corpus and
biased towards older Excel spreadsheets. For instance, Excel tables,
introduced in 2003 as Lists, were relatively new at the time of the
corpus’s construction and may have led to more standardized table
layouts in future years. Our derived codes are largely based on lay-
out, rather than other types of structure (e.g., formula references);
we do not claim to identify all forms of implicit structure.

3.1 Opportunities: Representational Gaps
Based on our findings, we identify types of implicit structure that
traditional spreadsheet systems cannot represent explicitly. These
are representational gaps: organizational patterns that users incor-
porate but that the flat, grid-based model has no means to encode.
Each gap presents a design opportunity for improving the structural
expressiveness of new systems. We present five such gaps:

Labels on the grid (73% of files). Labels were present in majority
of the spreadsheets in our sample. Cells with semantic informa-
tion may be useful for helping readers understand a spreadsheet.
However, in traditional spreadsheets, labels and data are treated
identically: both are cells containing values. As a result, the labeling
relationship cannot be leveraged by the system, e.g., in formulas.

Hierarchical table headers (40% of files). Traditional spread-
sheets support explicit tables with single-level column and row
headers, but not header hierarchies. We find that spreadsheets in
our sample often incorporate hierarchies indicated by layout and
styling: 27% of spreadsheets incorporate hierarchical tables with
column or row groups indicated by merged headers, while 23%
of spreadsheets have tables with hierarchy indicated by styling
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choices, like indentation or bolding. In both cases, hierarchy is not
a formal construct, and is instead communicated visually.

Non-tabular groupings of cells (37% of files). Spreadsheets
have limited capacity for representing groupings of cells that do not
conform to a row-column pattern. For instance, we observed several
form-like spreadsheets consisting of structured regions containing
heterogeneous sub-structures, such as the spreadsheet displayed in
Figure 2. Named ranges capture a rectangular region but provide
no information about its internal organization; the flat grid model
cannot represent or navigate unordered, heterogeneous containers.

Nested structure (33% of files). Traditional spreadsheets provide
no explicit way of representing nested structures: structured groups
of cells inside of each other. For instance, a flat Excel table cannot
represent a table where the row-column intersections hold lists of
cells, a pattern that we observed twice in our sample.

Repeated structural patterns (33% of files). When the same
structural arrangement appears multiple times, for instance, a series
of tables with the same column headers but different data, the rela-
tionship between instances is invisible to the system. We observed
a variety of patterns in our sample, including structure repeated
across tables and the aforementioned non-tabular groupings.

4 System Design Principles
Following our content analysis, we guided the development of our
system, Cellery, with two high-level design principles:

DP1: Structure should be gradually defined.
DP2: Structure should be composable.
These principles work together towards our goal of enabling

structural expressiveness without sacrificing flexibility: graduality
preserves the flexibility of the two-dimensional grid, while com-
posability enables expressive user-defined structure. We define,
motivate, and expand on these goals in the following sections.

4.1 Gradual Structure
To preserve the freedom and flexibility of the two-dimensional grid
of cells, we aim to build structure on top of, rather than replace,
the familiar grid. We leverage the concept of gradual structuring
proposed by Miller and Hermans [27, 28], whereby users incremen-
tally add structure to a spreadsheet as needed. To focus our design,
we highlight four specific aspects of gradual structure:

Optionality. Structure should be optional, giving users freedom
to experiment without committing to a specific model.

Explicit, not inferred.To preserve user agency, structure should
not be inferred or introduced without explicit user intent [10]. The
system should not prescribe a specific structure for a given use case,
but should allow the user to pick from different possibilities.

Top-down and bottom-up. To maximize flexibility and prevent
premature commitment [7], structure should be specifiable in both a
top-down and bottom-up manner: users should be able to introduce
structure both before and after adding data.

Preserve layout and organization. Finally, wherever possible,
structure should be applicable to data as it already exists on the
grid, without having to reorganize it to fit the system. We want to
leverage the organizational patterns that people already use, rather
than necessitate restructuring to serve a particular model.

Figure 3: Sam begins building her recipe book by A B C cre-
ating and labeling Atoms and D resizing structures.

4.2 Composable Structure
Our content analysis revealed five opportunities to improve the
structural expressiveness of spreadsheet systems. All five of these
opportunities synergize with amodel of composable structures: labels
allow for navigation of composed structures; hierarchical headers
represent compositions of sub-tables; non-tabular groupings intro-
duce containment-based, potentially heterogeneous composition;
nesting is composition by definition; and repeated patterns can be
represented as abstractions over compositions of structures.

5 Example Use Case
Guided by these design principles, we developed Cellery, a spread-
sheet system with gradual and composable structure. To introduce
Cellery, we describe a fictional scenario leading to the spreadsheet
in Figure 1. Sam is preparing to cook dinner and wants to build
a recipe book to keep track of ingredients to buy and cooking
instructions to follow. To start, she records a recipe for cookies.

Atoms and Labels. To title the recipe (Figure 3 A ), she double-
clicks grid position B1 and types Cookies to create an Atom, the
basic structure for a single value on the grid (analogous to cells in
other spreadsheets). The structure panel on the right sidebar lets
her name the Atom Recipe Name. By default, structure labels appear
as a tab B when a structure is selected or when hovering over the
structure. To instead persist the label on the grid, Sam C drags the
tab to A1 to reify it as a Label Atom. Labels can also be created in
the reverse order: Sam writes Servings and 24 in adjacent Atoms,
right-clicks on Servings, selects “Use as structure label” from its
context menu (not shown), then clicks the 24 Atom to label it. The
link between a Label Atom and the named structure is persistent:
changing the text in the Label Atom’s grid location renames the
referenced structure, and changing the structure’s name in the
structure panel changes the value of the linked Label Atom.
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Figure 4: Sam creates structure with E a Table and F a List.
G Expanding a structure repositions other structures.

Resizing. When selected, structures can be resized by dragging
their edges. For Atoms, resizing merges cells, allowing Sam to D set
up a title for the forthcoming ingredients table.

Tables and Lists. Because Cellery is gradual, structures can be
created first and filled in, or can be applied to existing data. Sam
chooses to draw the bounds of her ingredients table ahead-of-time
and clicks the “Table” button (Figure 4 E ), which creates a new
Table with a header row. She fills in the Table’s column names and
data, and sets the Ingredients Atom to label the Table (not shown).

She F creates her ingredients list similarly: the “List” button
initializes a range of cells as a new vertical List, which she resizes
to be three columns wide, and fills in with the recipe instructions.

Visibility invites interaction with structures and may help users
understand the organization of the spreadsheet. Thus, Cellery al-
ways displays structures on the grid—the colored boxes are persis-
tent. This contrasts with named ranges in Excel and Sheets, which
must be viewed in a menu or a formula that references the range.

When Sam hovers the cursor over the end of a Table or List, a
button appears to add another row, column, or item to the struc-
ture. Sam G uses this button to make a row for a new ingredient.
Cellery automatically maintains the layout of her spreadsheet by
moving the List of instructions downward to avoid overlap. In gen-
eral, Cellery follows two layout rules: (1) Overlap is disallowed, so
expanding structures push other structures in the direction of expan-
sion, as in this case. This push is recursive: if pushed structures

Figure 5: Sam makes her recipe computational using struc-
tural formulas in H an Atom and I a Table column.

are moved into other structures, those structures are also pushed.
(2) Parent structures must fully contain their children, so parents
expand with children if a child expands beyond the parent’s bounds.

Structural Formulas. Sam realizes that she needs to make more
servings than her recipe provides. Labeled structures enable Cellery
to support structural formulas that reference data by name instead
of by grid location. After adding an Atom labeled Multiplier, Sam
uses the formula =Original Servings * Multiplier to compute a
New Servings Atom, as shown in Figure 5 H . Columns may be
computed by formula as well. Sam adds a column using the context
menu (not shown) and I uses the structure panel to set a formula
for the whole column: Original Amount * Multiplier.

Blocks and Templates. Sam decides to add additional recipes to
her spreadsheet. The Block structure in Cellery gathers all the
structures within a rectangular region into a single entity. Sam
selects a range encompassing the recipe’s cells and presses the
“Block” button (Figure 6 J ). This makes all the contained structures
children of the new Block. To faithfully communicate structure to
users, Cellery follows the principle that spatial containment indi-
cates ownership. Moving a child into or out of a parent will reparent
it; this applies to moving structures into and out of Lists and Ta-
bles as well. Parenting affects referencing: after Sam names the
Block recipe1, her formulas may reference the structures inside:
e.g., =recipe1.Recipe Name.

To reuse Blocks, Cellery lets users turn a Block into template,
for instance, to represent a blank recipe. Templates provide both
a default object for new items when expanding a collection (e.g.,
a List) as well as a way to bulk edit all instances. The right-click
context menu on the recipe1 Block lets Sam initialize a new tem-
plate, which can be edited by selecting it from the template panel in
the left sidebar (visible in Figure 1) to open the template editor K .
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Figure 6: J A rectangular Block serves to group hetero-
geneous structures into a named object which may be ab-
stracted into a template, editable with K the template editor.

Inside the template definition, the Ingredients Table and Steps List
have been cleared automatically. She clears the other fields, names
the template Recipe, and shrinks the template bounds; instances
will later expand to encompass their child structures.

Now, to create a list withmultiple recipes, back in the spreadsheet
Sam makes a new List, names it Recipes, and (not shown) drags the
existing recipe1 Block into the first cell of the List: this configures
the List so its elements follow the Block’s template, namely Recipe.
Now, when Sam hovers over the end of the List and presses the “+”
button, a new Recipe instance is automatically created. Sam can
now add more recipes without re-specifying their structure, and
their content is individually editable. She fills in a recipe for Braised
Celery (shown in Figure 1). At this point, the structures are quite
deep: e.g., a recipes List containing a Recipe Block containing a
Steps List containing an Atom. For focus in the structure panel,
when multiple structures occupy the same location, clicks cycle
through them in descending order of size.

Computing Over Repetitive Hierarchical Structure. Finally, Sam
wants to create a shopping list of all the ingredients. In Cellery,
formulas may resolve to whole structures—not just single values—
and Lists allow broadcast access to the members’ properties. For
example, writing the formula =Recipes.Recipe Name in a new grid
cell will make a computed List, with the recipe names spilling to
adjacent grid cells. In a new grid cell below her recipes, Sam writes

a formula leveraging her nested structures:
=UNIQUE(CONCATENATE(Recipes.Ingredients[Ingredient]))

This formula gets the Ingredients Table of each Block in Recipes,
accesses the Ingredient column of each, concatenates them into a
single List, and then deduplicates the List. The result is shown at
the bottom of Figure 1. Since formulas recompute when referenced
structures change, adding recipes or ingredients automatically up-
dates Sam’s grocery list. Sam is ready for her trip to the store!

6 System Description
Table 2 displays Cellery’s core structural features. In the following
sections, we detail the design of our system.

6.1 Structure Model
Cellery’s design centers on a hierarchy of named structures repre-
senting the underlying organization and content of the spreadsheet.
Following DP2, this hierarchy is built by composing four structure
types. Each sheet in Cellery is a collection of optionally-named
structures, each of which may contain other structures, forming
a tree. Some structures are containers that store other structures
(internal tree nodes); others are Atoms that hold values (leaf nodes).
FollowingDP1, this design supports partial structural commitment:
users can choose to organize some values on the grid into contain-
ers while leaving others as loose cells. Cellery tracks the current
grid location of each structure, updating that location as needed to
account for changes to adjacent structures.

Cellery rests on the principle that everything on the grid is a
structure, including cells. While traditional spreadsheet systems
center the grid by treating features like named ranges and tables
as ranges of cells, Cellery’s structure-first model reframes cells
themselves as structures. All structures have shared properties: they
are rectangular, have a position and dimensions, an optional name,
and an optional formula. Structures also share many capabilities:
they can be interacted with in similar ways, can be referenced by
name in formulas and assigned a formula (Section 6.3), and can be
incorporated in templates (Section 6.4). This ensures that structures
behave consistently: our intent is to allow users to transfer concepts
across structures of different types.

6.2 Structure Primitives
In this section, we describe Cellery’s four base structure types: the
primitives that compose together in our structure model.

Atoms. An Atom is a structure holding a single value, such as
a number or a string. From the user’s perspective, they function
similarly to cells in other spreadsheet systems: users can freely type
inside squares on the grid to create them. Atoms may contain either
raw values, or they can be assigned a formula. Atoms are the only
structures that can contain raw values, so collections storing data
must be created by composing Atoms together with other structure
types. Atoms can also serve as structure labels.

Lists. Lists are one-dimensional, ordered collections of other
structures. They can be either horizontal or vertical, and can be
rotated using the context menu. In the spirit of supporting top-
down and bottom-up structure, Lists (and other types of containers)
can be created on top of existing Atoms, or Atoms can be added
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Table 2: Summary of Cellery’s structure types, groundedwith
codes from our content analysis.

Structure Description Code

Atom A single value on the grid. N/A
Label Atom naming another structure. Label cells

List 1D, ordered collection of structures. 1D collection
Table 2D, tabular collection of structures. Table
Hierarchical Table with hierarchical headers. Header hierarchy

Block Unordered grouping of structures. Non-tabular grp.
Template Reusable Block with default values. Repeated pattern

by editing grid locations within. By default, Lists contain Atoms;
however, to support composability, the type of a List can be changed
using the structure panel. Lists can contain any structure type (e.g.,
a List of Tables). However, direct children of Lists must be homoge-
neously typed: creating a List with differently-typed elements (e.g.,
a List containing an Atom and a Table) is disallowed. This prevents
ambiguity in formula semantics: for instance, SUM(list1) produces
a single value when list1 contains Atoms, but the sum of a List
containing both Atoms and Blocks would be ill-typed. However,
due to Cellery’s lack of a more expressive type system, this restric-
tion does not apply across descendants: a List containing a List of
Atoms and a List of Tables, for instance, is allowed.

Tables. Tables are two-dimensional, ordered, optionally axis-
labeled collections containing other structures. In our content anal-
ysis, we observed tables with a variety of header configurations. As
a result, Cellery’s Tables can be labeled with both column and row
headers. Like Excel, headers take up grid space, and their values
serve as column/row labels. To prevent ambiguity when accessing
data, each row-column intersection may contain only one structure.

Like Lists, Tables contain Atoms by default. To further support
nested structure, Tables are typed at the column level: a structure
type can be assigned to a selected Table column. Table rows and
columns can be assigned formulas in a similar way.

Hierarchical tables appeared in 40% of spreadsheets during our
content analysis. For example, header columns “2025” and “2026”
might each have sub-headers “Q1”–“Q4,” representing four quarters
per year. To represent this structure in Cellery, hierarchical Tables
can be created usingmulti-level headers. “Levels” can be added to or
removed from headers by dragging the edge of the header area. In
our content analysis, 66% of spreadsheets incorporating hierarchical
tables did so using merged headers: Cellery allows users to merge
upper-level header cells by dragging their edges to create column
and row groups, which can be accessed in formulas.

Blocks. 37% of spreadsheets in our content analysis contained
non-tabular groupings of cells. Cellery supports these structures
with Blocks, which are unordered rectangular regions on the grid
that may contain other structures. Unlike other structure types,
Blocks may contain heterogeneously typed children, e.g., an Atom,
a List, and a Table. A Block places almost no restrictions onwhat can
be placed inside and functions simply as a grouping of structures on
the grid. Blocks are analogous to records in functional programming
because they consist of named fields. Finally, Blocks can created
from or converted to a template (Section 6.4).

6.3 Structure-Aware Formula Language
At a high level, Cellery’s formula language is similar to that of other
spreadsheets, extended with features for referencing and extract-
ing data from our structures. To remain accessible to traditional
spreadsheet users, Cellery adopts an Excel-like syntax. However, be-
cause structures can change locations, formulas normally reference
them by name. For example, the formula =SUM(list1) references
the elements of list1. Nevertheless, to maintain compatibility with
traditional spreadsheet language features, cell values can also be
referenced using geometric addresses: e.g., A1 or B1:B3.

To support references to data inside structures, Cellery uses syn-
tax and semantics inspired by programming languages like Python.
Elements of Lists can be accessed by index, e.g., list1[0]. Tables can
be accessed by column name, e.g. Ingredients[Ingredient]. Tables
can also be accessed by row index, e.g. Ingredients[0], or by row
label, if provided. Table column and row references return results
in the form of a List; one limitation of this approach is that rows
produced in this way cannot be accessed by column name after-
wards, as there is no dedicated structure type for individual Table
records. Lastly, structures inside of Blocks can be accessed using dot
notation, similarly to object fields in Python: e.g., block1.struct1.

Cellery’s formula language supports commonly-used functions
(SUM, AVERAGE, COUNT, etc.). Functions may operate over Atoms, Lists,
and Tables. Some functions are polymorphic: e.g., the SUM function
produces a scalar Atom value when called on a List, but produces
a List when called on a Table. Aggregator functions like SUM take
an optional axis parameter (DOWN or ACROSS) when called on Tables;
when omitted, the axis is inferred based on the direction of the
target List. A vertical List automatically aggregates across the rows
of a Table, and a horizontal List aggregates down the columns.

Formulas inside containers can leverage their container for scope.
Formulas inside a Block can reference other structures in the Block
without having to specify the container; formulas assigned to Table
columns can reference other columns in the same Table. This also
allows formulas to be duplicated across template instances, since
each is evaluated in its own context (Section 6.4).

Formulas are capable of returning entire structures as output.
Using the structure panel, users can select a structure (e.g., a List)
and enter a formula that determines its values. Formulas can also
be assigned to Table columns, which behave identically to Lists in
the formula language. Additionally, writing a formula returning a
structure directly on the grid creates a structure of the formula’s
output type. For instance, =block1 outputs a live copy of the Block
onto the grid, including all structures nested inside. Formulas refer-
encing structures recompute automatically when those structures
change. However, structures computed by formulas are read-only:
if a user attempts to edit such a structure, Cellery emits a warning
and severs the link between formula inputs and output.

References to row and column groups also evaluate to entire
Table structures, enabling aggregate computations. For example,
the formula =AVERAGE(2025) inside of a Table where 2025 is a group
of four columns computes the average across all four columns. A
formula with a column group as output, such as =table1[colGroup],
returns a whole Table with all of the columns in the group.

Cellery has a broadcasting feature for aggregate operations across
Lists of Blocks. Inspired by functional programming, users can
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map operations across elements of Lists. However, doing so in a
traditional functional language might require writing a lambda
function, which may not be accessible to spreadsheet users without
programming experience. In Cellery, dot notation on a List of Blocks
automatically distributes over its elements: =list1.struct, where
list1 contains Blocks, returns a List with struct from each Block.

6.4 Template System
33% of the spreadsheets in our content analysis incorporated re-
peated structural patterns. To capture these in Cellery, we imple-
mented templates: customizable abstractions over structures that
enable pattern reuse. Templates are managed and created using the
template panel on the left side of the screen (visible in Figure 1).
Creating a new template opens up the template editor (shown in Fig-
ure 4 K ), a separate, resizable grid with the same capabilities as the
main interface. The template editor contains a template definition: a
Block whose structures serve as the pattern to be reused. Values in-
side a template definition serve as defaults, while empty structures
act as placeholders for instance-specific data. Formulas and Labels
inside a template are preserved in instances, enabling formula reuse.
Once defined, a template can be instantiated by dragging it from
the template panel onto the grid, producing a Block that copies all
structures from the definition. Instances can be edited individually;
changes to the template definition do not propagate automatically
to preserve edits users have made to individual instances. A “Sync
All Instances” button in the template editor applies updates to all
instances, which may overwrite existing data.

To support bottom-up structuring (avoiding premature commit-
ment [7]), a Block can also be converted into a template via the
context menu. During conversion, contained Lists and Table rows
are cleared, since these structures may hold variable-length data
that differs across instances; Atoms retain their values as defaults.
Templates can serve as element types for Lists and Table columns:
selecting a template from the element type dropdown configures
the container so that each element follows the template’s struc-
ture. The same can also be accomplished by dragging a template
from the panel or an existing template instance into an empty List.
Adding new elements to such a List automatically produces new
template instances: in the example, pressing the “+” button pro-
duces a new, fully structured recipe. This integrates naturally with
the formula language’s broadcasting feature, which extracts data
across template instances in a structured way.

6.5 Implementation Details
We implemented Cellery as a web application in TypeScript with
React. Cellery can import and export spreadsheets as JSON. Excel
files can also be imported as unstructured spreadsheets of Atoms.

7 Evaluation
We evaluate Cellery using an expressiveness study and a prelimi-
nary usability study.

7.1 Expressiveness Study
We reproduced our original sample of 30 spreadsheets in Cellery to
answer the research question: To what extent does Cellery address
the representational gaps identified during our content analysis?

Figure 7: A spreadsheet, originally in Excel, reproduced in
Cellery during our expressiveness study. The spreadsheet
has three sheets with repeated structure, which in Cellery are
linked together via a template. Of our five representational
gaps, this spreadsheet expresses four: nested structure, labels,
non-tabular groupings, and repeated patterns.

Methods. For each spreadsheet, the first author examined the
original file and (1) imported it into Cellery using Cellery’s Excel
import feature; (2) constructed the spreadsheet’s organizational
structure in Cellery, creating structures corresponding to those
observed during the content analysis. We prioritized structural
fidelity over exact appearance, focusing on capturing the underlying
organization of each spreadsheet in Cellery’s model. Visual layout
was preserved wherever possible; we noted cases needing alteration.

Because the representational gaps identified in Section 3.1 rep-
resent the structural limitations that Cellery aims to address, we
focus our evaluation around these five organizational features. For
each reproduction, we recorded whether each instance of each gap
type was successfully expressible in Cellery. To document Cellery’s
limitations, we noted any adjustments needed to express each struc-
ture in the system, alongside any types of structure that Cellery’s
model was not capable of representing.

Results. Every instance of each of the five representational gap
types from our content analysis was expressible in Cellery, though
some layout adjustments were required, which we now describe.
Figure 7 displays an example of a reproduced spreadsheet that
expresses four of the five gap types.

Adjustments: Twelve spreadsheets required minor adjustments.
Since row and column hierarchies must be specified in Cellery us-
ing merged, multi-level headers, any tables whose hierarchy was
indicated by styling rather than merging (7 spreadsheets) required
adjustment. This typically involved adding a header level to the ta-
ble, relocating the subordinate rows/columns to a different header
level, and merging to produce row/column groups. Tables with
rows or columns wider or taller than a single cell but containing
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Table 3: Study participant demographics.

Participant # Spreadsheet Exp. Programming Exp. Occupation Gender Age Education

1 Intermediate Novice Law student M 25–34 Bachelor’s
2 Intermediate Novice Sustainability F 18–24 Bachelor’s
3 Intermediate Expert Game developer M 18–24 Bachelor’s
4 Intermediate Novice Film M 25–34 Bachelor’s
5 Beginner Advanced Student (CS & Finance) M 18–24 High school

single values (4 spreadsheets) required compaction, since manually
resizing Table rows/columns is not implemented in Cellery. Addi-
tionally, one spreadsheet used cell background color to indicate
boolean values (true/false encoded by gray/white color); lacking
styling features, we converted these to use TRUE/FALSE.

Non-representable structures: Three spreadsheets contained
structural features that were not representable in Cellery. One
spreadsheet contained row headers on the right side of the table,
while Cellery only supports headers on the left-hand side. Another
spreadsheet included a flowchart constructed from bold cell borders,
and the third contained a diagram of a GUI layout. In those docu-
ments, the spreadsheet is used as a canvas for drawing rather than
a container for grid-structured data; this falls outside our scope.

Limitations. We built Cellery to address the gaps identified dur-
ing our content analysis: their representability follows from the
system’s design, and so the adjustments and non-representable
structures characterizing the limits of our model should be viewed
as the substantive findings of this expressiveness study. We con-
ducted the study on the same sample on which we based our system:
our results may not generalize to unseen spreadsheets. Addition-
ally, due to Cellery’s limited formula language, our study does not
evaluate whether formulas from the sample are reproducible in
Cellery, only types of structure. A deeper analysis with formulas
could evaluate our language features and reveal other limitations.

7.2 Preliminary User Study
We conducted a think-aloud usability study asking: In tasks involv-
ing spreadsheet authoring and modification, what kinds of structure
do users employ with Cellery, and what difficulties do they encounter
when applying structural concepts?

Participants. We recruited a convenience sample of five partici-
pants (four men, one woman), all of whom had some spreadsheet
experience. Table 3 displays participant demographics. Participants
were compensated with a $30 gift card for 90 minutes of their time.

Protocol. Participants watched a 16-minute video tutorial intro-
ducing Cellery. They then completed three spreadsheet tasks. We
asked participants to think aloud and allowed them to ask the re-
searcher questions about the system. We captured recordings of
the screen and took notes about each participant’s approach.

Tasks. To elicit gradual structure from participants, we separated
tasks into parts that incrementally added complexity to the spread-
sheet. The first task involved creating a spreadsheet recording the
topic, names of attendees, and attendance count at a recurring meet-
ing, then computing the average number of attendees across all
meetings and a list of topics covered. The second task, adapted from

a spreadsheet task used by Liang et al. [24], involved computing
grades for a class of students using a weighted average of assign-
ment scores, and then extending the spreadsheet to compute the
average grade of multiple classes. The third task involved produc-
ing a spreadsheet similar to our example in Figure 1 and Section 5,
with a series of recipes containing heterogeneously-structured data
and computed ingredient counts based on a scale factor. Full task
descriptions can be found in the appendix.

Results. We synthesized observations across our session notes
to identify strategies employed by users and difficulties they faced.
Table 4 displays a summary of participants’ approaches to the tasks,
categorized by types of structure and formulas used. Participants
generally used Cellery’s unique features during the tasks, and were
able to gradually structure their spreadsheets with various com-
positions of Cellery’s primitives. Four of the participants used a
nested Table of Lists to complete Task 1. All four designed table
column formulas that automatically adjusted to the length of the
nested lists. The remaining participant used a flat table, but ex-
pressed that there was likely a “more efficient way” to perform
the task. On Task 2, two participants again used a Table of Lists;
three created hierarchical tables. Three participants wrote formulas
referencing hierarchical columns or nested Lists in Tables, while
two did not. Notably, one participant created hierarchical tables
but used Excel-style geometric references to write formulas instead
of using the hierarchy, perhaps attributable to discomfort with
the formula language; another participant used primarily regular,
non-hierarchical table column references. Additionally, to create
repeated tabular structures during Task 2, three participants used
templates. However, to duplicate a formula, two participants cre-
ated instances first, then manually changed each instance to add
the formula (instead of editing the template and then instantiating
it); some participants may underestimate the capabilities of tem-
plates. Four participants did not complete Task 3 due to the limited
duration of the study. The one participant who did complete the
task used repeated templates to do so, but struggled to access data
from within nested Blocks, suggesting that the scoping behavior of
Blocks may introduce difficulties for users.

Limitations. Some participants encountered bugs, e.g., with for-
mula recomputation; difficulties with these are excluded from our
analysis. The short duration of the study is another limitation, as
4/5 participants did not have time to complete Task 3. Due to the
think-aloud and open-ended nature of the study, we do not evaluate
task completion timing or correctness. Our study was conducted
with a relatively small sample of five participants and without com-
parison to traditional spreadsheets; further investigation is needed
to more definitively assess Cellery’s usability and utility.
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Table 4: Summary of participants’ approaches to the user study tasks, categorized by the structures and formulas used. Unique
features of Cellery are indicated in bold. Note that some traditional spreadsheets (e.g., Excel) support tables and formulas
referencing table columns, so these features are not indicated as unique to Cellery.

Task 1 Task 2 Task 3

P# Structures Formulas Structures Formulas Structures Formulas

1 Flat Table of Atoms
References to Table
columns; geometric
references

Blocks containing
hierarchical Tables

References to
hierarchical Table
columns; geometric
references

Did not complete

2 Table containing
column of Lists

References to Lists in
Tables

Templated Blocks,
containing Tables,
containing columns of
Lists

References to Lists in
Tables; references to
Table columns; geometric
references

Did not complete

3 Table containing
column of Lists

References to Lists in
Tables

Templated Blocks,
containing Tables,
containing columns of
Lists; Label Atoms

References to Lists in
Tables; references to
Atoms in Blocks;
references to Table
columns

List of templated
Blocks containing
Blocks, Tables, Lists,
and Atoms

References to Table
columns in Blocks;
references to Atoms in
Blocks

4 Table containing
column of Lists

References to Lists in
Tables

Templated Blocks
containing hierarchical
Tables

References to Table
columns; geometric
references

Did not complete

5 Table containing
column of Lists

References to Lists in
Tables

Blocks containing
hierarchical Tables

References to Table
columns; geometric
references

Did not complete

8 Discussion and Future Work
Following our content analysis, system design, and evaluation, we
draw takeaways about the limits and implications of our system.

Future work on the formula language. From our two-part evalua-
tion, we find that Cellery’s composable model is able to represent
types of structure that traditional spreadsheets leave implicit, and
moreover that users are capable of incorporating these structures
during spreadsheet tasks. However, for the tasks that we gave our
participants, we also found that the primary opportunities for im-
provement lie not in expressing structure, but in leveraging it. Most
participants were able to define rich compositions of structures in
Cellery; while the majority of participants for each task were also
able to write structural formulas, some participants struggled and
fell back on Excel-style geometric references. Similarly, templates
had mixed adoption. This points to a distinction between structural
expressiveness and structural formula literacy: Cellery succeeds in
its primary goal of making structure more expressive, but users
may need more support for writing formulas and managing ab-
straction in order to effectively utilize richer structure. Future work
could investigate how to scaffold the formula authoring experience,
especially for spreadsheet users who lack experience programming
with structured data. For instance, there may be opportunities for
users to leverage structure without writing textual formulas: e.g.,
using direct-manipulation operations.

Our content analysis also did not consider the structural role
of formulas, nor did our expressiveness study reproduce formulas;
further design and evaluation of the formula language is an im-
portant opportunity for future research. For instance, the formula
language could be improved with a more expressive type system
over references to Cellery’s structures. A formula-focused corpus
analysis and user studies investigating the human factors of the
language could better evaluate whether formulas in Cellery can
leverage structure effectively.

Future work on the structural model. The Cellery model is not the
only possible model for gradually structuring spreadsheets. Future
work could explore alternative data models: for instance, Tables
could be represented as Lists of Records. The experience of struc-
turing spreadsheets could also be further explored: structures in
Cellery must be manually created, but future work could investigate
how to automatically infer our structures from spreadsheets.

Implications of gradual and composable structure. The problem of
users working with implicit structure is not unique to spreadsheets.
Other substrates, such as document editors and canvas-based design
tools, could support richer computation over and interaction with
user-defined structure if it were made explicit.

9 Conclusion
Cellery shows how the implicit structure of spreadsheets can be
made explicit using a composable model of structure. Guided by a
content analysis of 30 spreadsheets, as well as our principles of com-
posability and graduality, we designed a model consisting of four
primitives—Atoms, Lists, Tables, and Blocks—and instantiated it in
a system, Cellery, that leverages structure in formulas, interactions,
and reusable templates. We evaluated our system by reproducing
our sample of 30 spreadsheets, as well as conducting a prelimi-
nary user study. By reimagining the spreadsheet model without
replacing the grid, our work shows that expressive structure in
spreadsheets can be achieved without sacrificing flexibility.
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A Expressiveness Study Examples

Figure 8: Examples of reproduced spreadsheets from our expressiveness study.
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Figure 9: Example of a reproduced spreadsheet from our expressiveness study.

B User Study Materials
B.1 Task 1
Part 1: You are a graduate student. Your research group has weekly meetings, and you want to record attendance at each week’s meetings
this quarter. Create a spreadsheet that, for each meeting, records:

• the week number
• the topic of the meeting
• the names of attendees
• the count of attendees

Make sure to design your spreadsheet so that new meetings and attendees can easily be added.
Data:
• Week 1, “Literature Review”; Attendees: Alice, Bob
• Week 2, “Experiment Design”; Attendees: Alice, Carol, David
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• Week 3, “Related Work Discussion”; Attendees: Bob, Carol, Eve
Part 2: Add two new meetings to the meeting record.
Data:
• Week 4, “Pilot Study Results”; Attendees: Alice, Bob, David, Grace
• Week 5, “Writing Workshop”; Attendees: Alice, Frank

Part 3: Using your spreadsheet, compute the following:
• The average number of attendees across all meetings this quarter
• A list of the topics covered this quarter

B.2 Task 2
Part 1: You are a teacher who taught a course in geometry to high school students. Your job is to compute the overall grade of each student
in the class, as well as the average grade across the whole class. Each student’s final grade is a weighted average of 3 types of assignments:
homeworks, exams, and participation activity. In your course, there were 2 homeworks, 2 exams, and 1 participation activity. The assignments
are worth 40% of the grade, the exams are worth 50% of the grade, and the participation activity is worth 10% of the grade. All grades should
be expressed as percentages. Create a spreadsheet computing the overall grade for each student in the class, as well as the average grade
across the whole class. Make sure to design the spreadsheet so that new data can be added as necessary.

Data:
• Maria: Homework 1, 90; Homework 2, 93; Exam 1, 94; Exam 2, 89; Participation, 95.
• David: Homework 1, 65; Homework 2, 70; Exam 1, 75; Exam 2, 73; Participation, 80.
• Aisha: Homework 1, 88; Homework 2, 84; Exam 1, 92; Exam 2, 87; Participation, 93.

Part 2: You’ve finished grading assignments for a couple new students, and need to add them to the sheet. Add these students, making
sure to compute their overall grade and update the class average accordingly.

Data:
• Ethan: Homework 1, 78; Homework 2, 82; Exam 1, 88; Exam 2, 90; Participation, 87.
• Sofia: Homework 1, 95; Homework 2, 92; Exam 1, 91; Exam 2, 93; Participation, 98.

Part 3: It’s a new semester, and now you have a different class of students. Also, this semester there is one more homework assignment
(for a total of 3). Produce a new section in the spreadsheet for Semester 2 using the same grade calculation. As before, you should also
compute the average for the new class.

Data:
• Priya: Homework 1, 83; Homework 2, 79; Homework 3, 85; Exam 1, 76; Exam 2, 80; Participation, 88.
• Chi: Homework 1, 91; Homework 2, 89; Homework 3, 92; Exam 1, 90; Exam 2, 93; Participation, 97.
• Noah: Homework 1, 74; Homework 2, 77; Homework 3, 73; Exam 1, 70; Exam 2, 72; Participation, 85.

Part 4: After a couple years of teaching this class, you now have grades for 4 classes split into 2 years. You want to compute the average
grade of each class, as well as the average grade across all classes in each year. Produce another section in the spreadsheet for Year 2, and
calculate the average grade for each year.

Data:
Year 2, Semester 1:
• Julio: Homework 1, 81; Homework 2, 85; Homework 3, 83; Exam 1, 78; Exam 2, 82; Participation, 88.
• Amir: Homework 1, 87; Homework 2, 89; Homework 3, 91; Exam 1, 90; Exam 2, 92; Participation, 94.

Year 2, Semester 2:
• Chloe: Homework 1, 84; Homework 2, 88; Homework 3, 86; Exam 1, 89; Exam 2, 91; Participation, 93.
• Benji: Homework 1, 77; Homework 2, 79; Homework 3, 75; Exam 1, 72; Exam 2, 74; Participation, 85.
• Amelia: Homework 1, 93; Homework 2, 95; Homework 3, 94; Exam 1, 97; Exam 2, 98; Participation, 100.

B.3 Task 3
Part 1: You are planning to cook dinner for a party, and you want to create a spreadsheet with all of the recipes you’ll need. Start with one
recipe. Your spreadsheet should include the following:

• Recipe name
• Number of servings
• A table with ingredients and amount of each ingredient required
• A list of steps

Data:
• Recipe name: Cookies
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• Number of servings: 2
• Ingredients: 3 cups flour, 2 eggs, 1 cup butter, 1 cup sugar
• Steps: 1. Mix ingredients well. 2. Roll cookies onto a baking sheet. 3. Bake at 375F for 10 minutes. 4. Let cool for 5 minutes.

Part 2: You realized that you need to make more servings than your recipe provides. To solve this, you want to add a scale factor that you
can multiply the servings and number of ingredients by (e.g. double the ingredients to make double the servings). Add the scale factor to
your spreadsheet, along with a cell computing the new number of servings. Finally, add a column to the table of ingredients showing the
new amount of each ingredient after applying the scale factor.

Data:
• Scale factor: 2

Part 3: Now, you want to add more recipes to your recipe book. Add the following two recipes. They should follow the same pattern as
the previous one: each recipe should have a recipe name, original number of servings, scale factor, new number of servings, ingredients table
(with column applying the scale factor), and list of steps.

Data:
Recipe 1:
• Recipe name: Braised Celery
• Number of servings: 4
• Scale factor: 3
• Ingredients: 1 bunch celery, 2 tablespoons butter, 0.5 cup chicken broth
• Steps: 1. Cut celery into 1-inch pieces. 2. Cook celery in butter over medium heat. 3. Add broth and simmer for 7 minutes.

Recipe 2:
• Recipe name: Ants on a Log
• Number of servings: 10
• Scale factor: 2
• Ingredients: 1 bunch celery, 0.5 cup peanut butter, 0.25 cup raisins
• Steps: 1. Cut celery stalks in half. Spread peanut butter on top. 2. Arrange raisins on top of peanut butter.

Part 4: Finally, you want to create a shopping list of all the ingredients. Use a formula to get a list of the unique ingredient names across
all recipes. Ideally, your formula should update automatically when new recipes or ingredients are added.
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